R code for "Why herd immunity to COVID-19 is reached much earlier than thought" by Nicholas Lewis

#################################################################################################

# the model used is described in the above article, dated 10 May 2020, which is available here: https://www.nicholaslewis.org/wp-content/uploads/2020/05/Why-herd-immunity-to-COVID-19-is-reached-earlier-than-thought_Lewis.pdf
11 May 2020 code version. Run using R 4.0.0 on a Windows machine

Notes on the SEIR epidemic model with varying susceptibility and infectivity



# in standard homogeneous population 4-box version of SEIR, the state vector x represents 4 boxes 

# the default initial population size N is set at 1, to work in fractions of the total population 

# state=c(susceptible, latent, infectious, recovered) ; latent= exposed; normally non-infectious

# here susceptibility, and possibly infectivity, vary, across the population, which is divided into m segments, so the state vector is m*4 long. Kept as a vector for efficiency.

# the vector iS of the initial number of people in each susceptibility segment is specified

# the m-long model vectors of the nummber of susceptible, latent, infectious and recovered individuals by segment are nS, nL, nI and nR
# an m-length vector Sy of susceptibility and its correlation alpha with infectivity are specified
# optionally, the infectivity in the latent box may be set as rho * that in the infectious box

# The model is initialised with a state vector c(IS-Id*I0, rep(0,m), Id*I0, rep(0,m)), where the average initial rate of infection may be set by vector Id to differ between population segments

# the model also requires three rate parameters (pars), beta, delta and gamma which are simple functions of the three parameters commonly used in epidemiology: the reproductive rate R, the latent period L_p and infectious period I_p. R0= beta * Ip, Lp= 1/delta, Ip= 1/gamma

# the model equations are as specified in SEIRfun:

# R0 is allowed to differ before and after intervention, from R0 to Rt, phased in linearly over phasein days and a proportion IFR of the "recovered" group are dead

# the model variable parameter vector (params) is thus c(Lp, Ip, I0, IFR, R0, Rt)

# Acknowledgement: this code leans heavily on part of that used by Annan and Hargreaves for their 2020 preprint Model calibration, nowcasting, and operational prediction of the COVID-19 pandemic, available at https://github.com/jdannan/COVID-19-operational-forecast   

## set working directory and load required packages

###################################################

setwd('C:/R/COVID-19/SEIR/')

# vary to suit local machine
dir.create('figs')

library(deSolve)

# functions

###########

# SEIR: model evolution of infection function

#############################################

SEIRfun= function(t, state, parms, Sy=1, Iy=1, rho=0, N) {


# parms[1:3] are beta, delta, gamma


# 1st, 2nd, 3rd & 4th m of state vector are numbers of susceptible nS, latent nL, infectious nI and recovered nR (which includes died)


# infectivity Iy, if alpha >0 correlated with susceptibility Sy, = mean(Sy) + alpha*Sy


x<- matrix(state, ncol=4)


# force of infection lambda, weighting by infectivity if correlated with susceptibility 



if(identical(Iy,1)) {



lambda= parms[1] * sum(rho*x[,2] + x[,3]) / N


} else {



lambda= parms[1] * sum(Iy * (rho*x[,2] + x[,3])) / N


}


dSL= lambda * Sy * x[,1]


dLI= parms[2] * x[,2]


dIR= parms[3] * x[,3]


dx= array(0, dim=dim(x))


dx[,1]= -dSL


# change in susceptible

dx[,2]= dSL - dLI

# change in latent

dx[,3]= dLI - dIR 

# change in infectious


dx[,4]= dIR 


# change in recovered


list(as.vector(dx))

}
## runSEIR

#########  
# this runs the full time interval in chunks with piecewise constant R value according to R0timeline (so chunk length =1 if phasein > 1 day); other parameters held fixed throughout. Uses package deSolve

runSEIR <- function(R0timeline, latent_p, infectious_p, iS, I0, Id, Sy=1, Iy=1, rho=0){


N= sum(iS)


m= length(iS)

out= array(0,dim=c(1+tail(R0timeline[,1],1), 1+4*m))
  
colnames(out)= c('Time', paste0('S',1:m), paste0('E',1:m), paste0('I',1:m), paste0('R',1:m))


for (tt in 1:dim(R0timeline)[1]){


if (tt>1) {


     start= R0timeline$dy[tt-1] 


     state= tail(out,1)[-1]


} else {

    

start= 0

    

state= array(c(iS-Id*I0, rep(0,m), Id*I0, rep(0,m)))

  
}
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finish= R0timeline$dy[tt]

    
beta= R0timeline$R0.I[tt] / (infectious_p + rho * latent_p)


    
delta= 1 / latent_p

    
gamma= 1 / infectious_p


parameters= c(beta, delta, gamma)


if(finish > start){ #only run if it's a positive interval



out[start:finish+1,]= ode(y=state, times=seq(start,finish), func=SEIRfun, parms=parameters, method="ode45", Sy=Sy, Iy=Iy, rho=rho, N=N) 


}

}

return(out)

}

## HIT : function to calculate herd immunity threshold (when effective R falls to 1) etc

######

# state must be a 3D array with dimensions time, segments, state variables, and Re a time-series

# j is the last Re member >1, p is the fractional period until it reaches 1; deduct 1 as t[1]=0

HIT= function(state, Re) {


N= sum(state[1,,])


j= which(Re<1)[1] - 1


p= (Re[j] - 1) / (Re[j] - Re[j+1])


c(1 - ( (1-p) * sum(state[j,,1]) + p * sum(state[j+1,,1]) ) / N, j+p-1, 1 - tail(rowSums(state[,,1]), 1)/N, Re[1], tail(Re,1))

}

# SEIR calculations and plots with herd immunity threshold & range of cases


###########################################################################

# basic parameters of the epidemic

latent_p= 3
infectious_p=4
R0e= 2.4
RIe= 1.0

rho= 0

CV=1

SDs=0.4
SDi=0

alpha= 1
# set relevant system and graphical parameters 

par(mar=c(4.6, 4.8, 2.6, 1.1))

palette('R3')
fileroot= 'SEIRbase+HIT;'

col=c(4, 6, 'darkorange', 3)

lwd=4

# define the period In days) to run for and the intervention date(s) and effect(s)

# effect of interventions is phased in linearly over phasein days. [Not implemented yet for >1 day]
# here set intervention to occur at the end of the period, and hence have no effect

phasein= 1

period= 122

intervention_day= period

# inititially divide the population of N into m equal sized Susceptible boxes

N= 1e6

m=10000

I0= 100

iS= rep(N/m, m)

# define initial infection as being even across all levels of susceptibility 
Id= rep(1/length(iS), length(iS))


# define connectivity distribution, with which susceptibility and infectivity scale fully/by alpha 

# set seed, for reproducability

seed=49

set.seed(seed) 

common.var= qgamma(seq(0.5/m, 1-0.5/m, by=1/m), sh=1/CV^2, rate= 1/CV^2)

# define initial susceptibility distribution; gamma mean 1 so shape and rate parameters are same

# normalising factor is just its mean as same number of people in each segment

Sy= common.var  * rlnorm(m, 0, SDs)

Sy= Sy / mean(Sy)

# define infectivity so that its slope coefficient on susceptibility is alpha if only connectivity related variability exists

# normalising factor is just its mean as there are the same number of people in each segment

Iy= (1 - alpha) * mean(common.var) + alpha * common.var

Iy= Iy * rlnorm(m, 0, SDi)

Iy= Iy / mean(Iy)

(dists= round(c(seed,CV, alpha, SDs, SDi, sd(Sy), sd(Iy), sd(Iy*Sy), cor(Sy,Iy), mean(Sy*Iy)), 3))

R0timeline= data.frame(dy = c(intervention_day, period), R0.I = c(R0e / mean(Sy * Iy), RIe))
outs= runSEIR(R0timeline, latent_p=latent_p, infectious_p=infectious_p, iS=iS, I0=I0, Id=Id, Sy=Sy, Iy=Iy, rho=rho)[,-1]

dim(outs)= c(period+1, m, 4)

plotted= 0.001 * apply(outs, c(1,3), sum)

Re= R0timeline$R0.I[1] * colSums(t(outs[,,1]) * Sy * Iy) / N

(results= round( c(apply(outs[period+1,, , drop=FALSE], 3, sum)/N, HIT(outs, Re)[-3]), 3))

main= paste0('R0=', R0e, '; rho=', rho, '; CV=', CV, '; alpha=', round(alpha,2), '; SDs=', SDs, '; SDi=', SDi, '; I0=', I0, '; m=', m)

ylim= c(0.01, 1.1*plotted[1,1])

legtext= c('Susceptible\n/uninfected', 'Exposed\n/latent', 'Infectious\n/diseased', 'Recovered\n/harmless')  

matplot(0:period, plotted, type='l', lwd=lwd, lty=1, col=col, xaxs='i', yaxs='i', xlim=c(1, period), ylim=ylim, main=main, xlab='Day', ylab='Number in each category (000s)', cex.lab=1.5, cex.axis=1.5, cex.main=1.6)

lines(rep(results[6], 2), ylim, lwd=1, col=1)

text(x=results[6], y=plotted[1,1], labels=paste0('Herd immunity reached after ', round(100*results[5], 1), '% infected'), pos=4, cex=1.3)

legend('left', legtext, lwd=lwd, lty=1, col=col, ncol=1, y.intersp=1.8, bty='n', cex=1.5)

# to save the plot in the figs subdirectory, with a name that identifies settings used

filetail= paste0(N, ',', m, ',', I0, ',', infectious_p, ',', latent_p, ',', rho, ',', R0e, ',', CV, ',', alpha, ',', SDs, ',', SDi, ',', intervention_day, ',', phasein , ',',  RIe) 

paste0(fileroot, filetail) 


savePlot(paste0('figs/', fileroot, filetail, '.png'), type='png')

# dists: vector c(seed,CV, alpha, SDs, SDi, sd(Sy), sd(Iy), sd(Iy*Sy), cor(Sy,Iy), mean(Sy*Iy))

# results: final % in S, E, I and R boxes, the HIT % and date, and the initial and final R values 

# checking HIT for CV=1 against Gomes et al Fig.3

#################################################

# the latent and infectious periods are 5 and 3 days respectively, and rho is 0.5; SDs= Sdi= 0

# the 63% HIT at CV=0 in Gomes Fig.3 implies that R0=2.7 was used; I0 of 10 suffices when R0=2.7
I0= 10

latent_p= 5

infectious_p=3

rho= 0.5

CV=1

SDs=0

SDi=0

R0e= 2.7

# with CV=1, alpha=0

####################

alpha=0

dists: 49  1  0  0  0  1  0  1 NA  1
results: 0.371  0.000  0.000  0.629  0.392 53.572   2.700  0.371
# with CV=1, alpha=1

####################

alpha= 1

dists: 49.000  1.000  1.000  0.000  0.000  1.000  1.000  4.450  1.000  1.999
results: 0.495  0.000  0.000  0.504  0.282 54.127   2.700  0.328
# the HIT agrees in both cases (as it does for other CV values)
# to reproduce Figure 4 in the Nicholas Lewis article

#####################################################

# use the default settings in the code (N=1e6; m=10000; SDi=0; seed reset)
dists: 49.000  1.000  1.000  0.400  0.000  1.132  1.000  4.838  0.867  1.981
results: 0.567  0.000  0.000  0.432  0.236 56.109  2.400  0.404
# a more accurate computation (N=1e7; m=50000; seed reset)

dists: 49.000  1.000  1.000  0.400  0.000  1.149  1.000  4.777  0.866  1.995
results: 0.574  0.001  0.001  0.424  0.233 70.674  2.400  0.407
# show that the HIT is unaffected by SDi by changing it from 0 to 0.4 (same as SDs) and rerunning

########################################

N=1e6; m=10000; SDi=0.4; seed reset
dists: 49.000  1.000  1.000  0.400  0.400  1.132  1.178  5.956  0.764  2.019
results: 0.574  0.000  0.000  0.426  0.232 56.106  2.400  0.407
# a more accurate computation (N=1e7; m=50000; seed reset)

dists: 49.000  1.000  1.000  0.400  0.400  1.149  1.153  5.260  0.749  1.992
results: 0.574  0.001  0.001  0.424  0.233 70.687  2.400  0.407
